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Abstract. As 5G adoption accelerates, the security of User Equipment
(UE) in cellular networks remains a critical concern. Ensuring secure
communication between UE and the cellular network is essential, as vul-
nerabilities can compromise the overall system. The Non-Access-Stratum
(NAS) protocol governs such security, but analyzing security tests is
labor-intensive, requiring specialized expertise and time, which limits
automation and broader adoption. This paper evaluates the potential
of Large Language Models (LLMs) in streamlining UE-centric security
test analysis. We assess general-purpose models (GPT-4o, GPT-4.1,
DeepSeek) alongside TelecomGPT, a domain-specific LLM fine-tuned
for telecommunications. We conducted security tests over the air, with
results analyzed by LLMs and reviewed by human experts. The test sce-
narios include both protocol-compliant and -deviant behaviors to assess
UE responses, and LLMs’ ability to interpret technical documentation
and detect security deviations. We categorized the LLM responses with
a structured evaluation framework, highlighting their strengths and
limitations. Our results indicate that while LLMs are not perfect, they
demonstrate a solid knowledge of 5G specifications and can effectively
assist in UE security test analysis. General-purpose models, partic-
ularly GPT-4.1, and domain-specific models, such as TelecomGPT,
demonstrate remarkable accuracy, reaching up to approximately 89%.
Additionally, all models exhibit consistency in their responses.
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1 Introduction

The adoption of 5G technology is accelerating rapidly, reshaping global con-
nectivity. With high data rates, low latency, and support for massive device
connectivity, 5G deployments continue to expand. According to GSMA, global
5G connections are expected to exceed 2.7 billion by the end of 2025 [14]. Mean-
while, the ecosystem evolves with Open Radio Access Network (O-RAN), Non-
Terrestrial Networks (NTN), updated specifications, new device vendors, and



additional operators. In this dynamic environment, ensuring security is criti-
cal—particularly for User Equipments (UEs), which form the primary interface
between users and the network. Compromises at the UE level may expose user
data, degrade service quality, and enable further attacks. Robust UE security is
therefore essential to maintain trust and reliable connectivity in the growing 5G
ecosystem.

UE security in 5G is defined by 3GPP specifications, primarily within the
Non-Access-Stratum (NAS) protocol [1]. NAS operates between the UE and the
core network and manages authentication, integrity protection, and encryption
within the 5G security architecture [2]. It also governs mobility, registration,
session establishment, PDU sessions, tracking area updates, and paging. Conse-
quently, NAS has been the focus of extensive security research. 5GReasoner ap-
plies formal analysis to identify design flaws in control-plane procedures [17]. UE
Security Reloaded introduces a UE testing framework that drives NAS/RRC pro-
cedures on commercial devices to detect non-compliance [7]. ASTRA-5G scales
over-the-air (OTA) NAS testing through automation [20]. 5G-SPECTOR moni-
tors NAS/RRC telemetry in O-RAN deployments to detect attacks [37]. Earlier
LTE work such as Touching the Untouchables [21] and DoLTEst [28] similarly
exposed control-plane weaknesses through OTA and negative testing. Recent
efforts have automated test-case generation [20] and execution [21,7]. However,
assessment remains a bottleneck due to the complexity of 5G UE security spec-
ifications, which require significant expertise to interpret. Evaluation is time-
consuming [28] and largely manual [7,28], limiting accessibility for non-experts
and constraining the broader adoption of open-source UE testing frameworks.

To address this challenge, we explore Large Language Models (LLMs) for
automated UE security test evaluation. LLMs offer strong capabilities in pars-
ing and synthesizing complex technical specifications and have recently been
applied to telecom tasks such as IP routing analysis, cellular threat detection,
anomaly detection, and interference prediction [18,38]. We systematically assess
whether LLMs can support post-capture NAS trace review to (i) reduce evalua-
tion time, (ii) lower reliance on domain experts, (iii) determine minimal context
requirements for reliable assessment, and (iv) uncover security issues. Toward
automating UE security testing, we evaluate multiple LLMs on 300 test cases,
quantify accuracy and failure modes, analyze context sensitivity, and identify
real UE issues through responsible disclosure. Specifically, our contributions are:

1. We conduct automated OTA security tests on 5G Standalone (SA) devices
across 300 cases (half protocol-compliant, half protocol-deviant) and inte-
grate LLMs in the assessment process to evaluate test cases.

2. We compare general-purpose LLMs (GPT-4o, GPT-4.1, DeepSeek) and the
domain-specific TelecomGPT for security analysis of test-generated PCAPs.
We use thought-process prompting and contextual framing, evaluating test
repetitions, temperature settings, evaluation time, and cost.

3. We provide quantitative and qualitative analysis of model performance. All
LLM-based evaluations are reviewed by two human experts.



4. Our approach reveals two vulnerabilities: acceptance of the null ciphering
algorithm and acceptance of plain-text NAS messages after security context.

Responsible Disclosure and Open Sources: As part of responsible vulner-
ability disclosure, we informed the relevant manufacturers of our findings (see
Section 7.3). To foster further research, we provide our code, test cases, PCAPs,
instructions for running the LLM-based evaluation, and the evaluation data at
https://github.com/5g-llm/NAS-Test.

2 Related Work

Cellular Control-Plane Security Frameworks: Prior work on control-plane
security spans formal analysis, active testing, and in-network monitoring. In [17],
property-directed formal methods are applied to 5G control-plane procedures to
reveal design-level weaknesses. UE-side frameworks that drive NAS/RRC proce-
dures to flag behavioral non-compliance are studied in [7], while [21] probes op-
erational networks to expose control-plane weaknesses in 4G. Systemic problems
identified via cross-layer reasoning and state-machine checks are demonstrated
in [16,33]. Negative-testing frameworks inject malformed or adversarial messages
to evaluate UE robustness [28]. Automated, rule-based campaign orchestration
and evaluation are shown in [20], which also suggests LLM-based analysis. Fi-
nally, [37] monitors NAS/RRC telemetry within O-RAN and uses programmable
rules to detect control-plane attacks.
LLMs in Cellular Security The integration of LLMs into cellular networking
has accelerated across deployment, analysis, and management tasks [40]. Re-
searchers have built domain-adapted models (e.g., LLaMA-based) using public
5G datasets for network analysis and optimization [18], alongside dataset con-
struction pipelines to support fine-tuning for 5G-specific tasks [24,34]. In security,
LLMs and transformer models have been explored for automated vulnerability
detection and mitigation [10,30], with BERT-based and federated approaches for
intrusion detection over network flows [3]. LLMs have also been used to analyze
4G/5G standards and surface inconsistencies across specifications [31,39]. Com-

Table 1: Comparison of our work with closely related studies.
LLM-in-

Year Paper Scope / Aim Target the-loop

2019 5G Reasoner [17] Find 5G design weaknesses 5G spec/ design No

2019 Touching the Untouchables [21] LTE control plane testing LTE UE/ network No

2022 DoLTEst [28] Negative testing framework LTE UE No

2023 UE Security Reloaded [7] 5G UE security testing 5G UE No

2024 5G–SPECTOR [37] Detect protocol exploits in O–RAN O–RAN (RIC/xApp) No

2024 ASTRA–5G [20] Automated 5G UE security
testing 5G UE Sugges-

ted

2026 This paper LLM-assisted 5G UE security testing 5G UE Yes

https://github.com/5g-llm/NAS-Test


plementary advances include explainable-AI tools to improve trust, auditability,
and fairness in 5G contexts [35].

Table 1 presents a comparison of our work with related studies. In addition to
automated testing, we incorporate an LLM-in-the-loop approach to evaluate the
results. Despite advancements in the role of LLMs in 5G, UE security remains
largely overlooked in the literature. This paper addresses this gap by evaluating
the effectiveness of LLMs in detecting UE security issues, promoting broader
adoption of UE security testing, and advancing automation in the evaluation
process.

3 Methodology

The security mode between the UE and the network is established through NAS
messaging. However, NAS protocols are highly complex due to several factors.
First, they support diverse use cases, requiring flexible authentication, security,
and session management tailored to different operational needs. Additionally,
NAS must handle network slicing, which enables isolated logical networks with
distinct policies, increasing signaling and procedural overhead. Furthermore, en-
hanced security mechanisms, including mutual authentication and advanced pri-
vacy protections, introduce additional layers of cryptographic and procedural
complexity. Different manufacturers may interpret the specifications differently,
leading to logical errors, software bugs, or deviations from security standards.
These inconsistencies may create vulnerabilities, such as buffer overflows, im-
proper parameter validation, or cryptographic misconfigurations.

While several open-source tools exist for UE security testing [21,28,7,20],
evaluating test results remains challenging due to the manual effort required
for analysis. Recent advances in LLMs suggest their potential to automate and
enhance this process. However, the usefulness of LLMs in UE security testing
evaluations remains underexplored. Key questions, such as where the LLMs excel
or falter, what the quality of their evaluation is, what challenges they face, and
how these challenges might be mitigated, have not been thoroughly investigated
in the current literature. To address these gaps, our study conducts a rigorous
evaluation of LLMs in the context of 5G UE security testing. The following
section outlines our methodological framework.

3.1 UE Security Tests

During the NAS procedure, the UE provides its identity, performs authentica-
tion, and negotiates security algorithms. Using a controlled core network and
base station, UE security can be evaluated systematically. For example, the net-
work may request a weaker algorithm or a permanent identifier before security
activation. These instructions form test cases—customized downlink (DL) NAS
messages that comply with or intentionally deviate from the specification—to
assess UE security robustness. The main test categories are outlined below:



Table 2: Test categories and number of test cases.
Test category Protocol-compliant Protocol-deviant Total

Illicit Identity Disclosure Test 18 16 34
Null Security Algorithm Test 24 7 31
Security Header Mismatch Test 0 27 27
Plain Message Injection Test 0 54 54
Protected Message Injection Test 0 29 29
Rejection Message Test 22 15 37
Parameter Violation Test 12 2 14
Miscellaneous Logical Test 74 0 74

Total 150 150 300

Illicit Identity Disclosure Test: According to Section 9.11.3.3 in [1], iden-
tifiers such as SUCI, GUTI, IMEI, TMSI, IMEISV, and MAC address may be re-
quested via an Identity Request. Each must only be disclosed at the protocol-
defined stage. Before security activation, only SUCI should be revealed; earlier
disclosure of other identifiers is unsafe. Prior IMSI-catching attacks in 4G demon-
strate that exposing identifiers enables tracking and profiling [29], raising similar
concerns for 5G [9].

Null Security Algorithm Test: Through the Security Mode Command,
the network may request null integrity or ciphering. Acceptance disables crypto-
graphic protection and exposes the UE to bidding-down and related attacks [19].

Security Header Mismatch Test: NAS defines five security header types
(Section 9.3 in [1]). Plain headers apply before authentication (e.g., Identity
Request), while protected headers secure messages after key establishment (e.g.,
Service Accept). A mismatch may falsely signal a new security context and
cause security breaches [7].

Plain Message Injection Test: After AKA completion, the UE must reject
plain NAS messages (Section 4.4.4.2 in [1]). This can be tested by injecting
unprotected messages after registration.

Protected Message Injection Test: Before AKA, integrity-protected mes-
sages must be rejected since no valid keys exist [1]. Early spoofed protected
messages with forged MACs can test this behavior.

Rejection Message Test: NAS reject messages (e.g., Registration
Reject, Service Reject) must match the corresponding procedure. Accepting
inappropriate or unprotected rejects indicates DoS or downgrade exposure.

Parameter Violation Test: NAS procedures rely on security-critical pa-
rameters (e.g., AUTN, RAND, ABBA, ngKSI). Violations may enable unauthorized
access, session hijacking, or key compromise [7].

Miscellaneous Logical Test: This category checks sequencing and logic
(e.g., sending Deregistration Request before Registration Complete, issu-
ing Security Mode Command before Authentication Response, replaying mes-
sages, or verifying correct in-sequence behavior).



Table 2 summarizes the categories and test case counts. Due to differing test
logic and variables, categories contain varying numbers of cases. Security Header
Mismatch and injection tests are inherently protocol-deviant, while Miscella-
neous Logical Tests are protocol-compliant by design. Other categories include
compliant and deviant variants based on parameter or sequence modifications.

3.2 Test Case Generation

We used the framework proposed in [20] to generate and execute test cases. The
framework includes a test case generation program. In this program, an uplink
(UL) message (i.e., a hooking point after which the test will be triggered) needs
to be selected, followed by a DL message (i.e., the specific custom DL message to
be delivered by the network). Once a DL message is chosen, its associated param-
eters are displayed automatically and can be checked or unchecked. Executing
the program generates a test case as a JSON file. Figure 6 in the Appendix shows
an example of the main part of a test case in which the AMF requests the UE’s
IMEI. By changing the identity type to OGS_NAS_5GS_MOBILE_IDENTITY_SUCI
or OGS_NAS_5GS_MOBILE_IDENTITY_GUTI, identities such as SUCI or GUTI can
be requested.

3.3 Test Case Execution

To execute the tests, we use the modified Open5GS and srsRAN from [20],
which introduce a hook to UL NAS handling. For each UE-to-network mes-
sage, the hook checks the active test case. When the targeted UL message is
detected, the corresponding DL mapping logic selects the DL message (type and
parameters) according to the test case and invokes the modified NAS builder.
The builder assigns the requested information-element values, sets the security
header (protected or plain), applies the indicated protections (integrity/cipher-
ing), and constructs the message. When the UE initiates registration, the core
network sends the crafted DL NAS message, according to the test case, to the
UE via the gNB. Upon receiving it, the UE may respond, silently discard the
message, or deregister, depending on its implementation. Each test case is exe-
cuted on the UE. After each run, the network programs are restarted and the
UE is toggled into and out of airplane mode, ensuring that state from one test
does not affect the next. During execution, traffic between the network and the
UE is captured using Wireshark, producing a PCAP file that records the UE’s
responses. By analyzing this capture and comparing it with the relevant 3GPP
specifications, pass/fail outcomes for each security test are determined.

3.4 LLM Selection

To evaluate the test results, we selected popular high-parameter LLMs, as they
are highly trained, publicly available, and easily accessible. Initially, we selected
general-purpose foundation models such as GPT-4o, GPT-4.1, DeepSeek, and



Google Gemini (gemini-1.5-flash model), along with the domain-specific Tele-
comGPT. However, after some trial and error, we found that Google Gemini did
not perform well and provided similar responses for most tests. Therefore, we
removed Google Gemini from our evaluation. We briefly describe the selected
models:
OpenAI: OpenAI offers state-of-the-art LLMs for advanced reasoning and anal-
ysis. They support tasks such as question answering, debugging, problem solving,
and interactive dialogue [26]. We use GPT-4o and GPT-4.1.
DeepSeek: DeepSeek targets long-form reasoning and data analysis across di-
verse applications. It suits business intelligence, financial modeling, academic
research, and workflow optimization [11]; we use the DeepSeek-Reasoner model.
TelecomGPT: TelecomGPT, a domain-specific model by TelecomsXChange
on the ChatGPT platform, focuses on telecom tasks (e.g., VoIP, programmable
communication APIs, O-RAN, 5G, IoT) [36]; we use TelecomGPT 4.1.

3.5 Prompt Generation and Query

Thoughtfully designed prompts generally produce more accurate and insightful
LLM responses. Because test cases vary in scenario, prompt content must be
adapted accordingly. To address this, we developed a Python program that ex-
tracts essential information from both the test case file and its corresponding
PCAP file. While PCAP files list IP addresses, an LLM may not determine which
address belongs to which entity, since this mapping is application-dependent. To
clarify the context, our program renames IP addresses according to the associ-
ated device. The generated prompt includes key details such as the initial test
state, first UL message, subsequent DL message, message type, security header
type, UE response, and other DL-specific parameters. We also add instructions
to describe the test case and explain the reasoning. Figure 7 in the Appendix
provides an example prompt.

For different test cases, our program dynamically modifies the prompt to
describe the specific scenario. For example, in tests related to the Security
Mode Command, the used algorithm names are mentioned; in the Authentication
Request related tests, parameters such as RAND, AUTN, ngKSI, etc., are in-
cluded. When the test-specific information has been added, the prompt can be
sent to the LLM. The query can be made using either an application program-
ming interface (API) or a graphical user interface (GUI). For the OpenAI and
DeepSeek models, we used the API, while for TelecomGPT, we had to use the
GUI since the API service is not currently available.

3.6 LLM Response Evaluation Metrics

We adopt a binary classification with two categories: correct and incorrect, en-
abling straightforward assessment suitable for security testing. Although LLMs
can evaluate the tasks, their assessments are not guaranteed to be fully accu-
rate. They may produce authoritative responses that contain factual errors, in-



consistencies, or unsupported conclusions. Therefore, two experts independently
cross-check LLM outputs and label them as correct or incorrect.
– Correct: The LLM’s output fully aligns with the expected result based on

the 3GPP specification, demonstrating accurate evaluation and reasoning.
For instance, it correctly identifies secure UE behavior as secure, or insecure
behavior as insecure.

– Incorrect: The LLM fails to evaluate the result properly, possibly due to
misunderstanding or retrieval limitations. For example, it may label secure
UE behavior as insecure, or vice versa.

We also observed cases where evaluations were nearly correct but included minor
reasoning errors, or where the explanation was accurate but the final verdict was
wrong. Since these responses were not fully correct, we classified them as incor-
rect. Such cases accounted for about 3% of all LLM responses (see Section 5.7).

3.7 Process Flow

Figure 1 illustrates the process flow of our method. After generating a test case,
it is executed as mentioned in Section 3.3. The test case is given to the Open5GS
core network ( 1 ). When the UE initiates the registration process, a crafted DL
signal, based on the test case, is sent to the UE via srsRAN 5G gNB ( 2 ). The
communication between the UE and the network is captured and saved as a
PCAP file ( 3 ). A Python program collects the test case and the PCAP file ( 4 )
and generates a prompt ( 5 ). The LLM is queried with that prompt ( 6 ). The
LLM then evaluates the UE response ( 7 ), and its evaluation is subsequently
cross-checked by a human expert ( 8 ) to assess its correctness and quality.

Over-the-air
experiment

gNB
srsRAN

31

2

4

5

6 8

Open5GS
PcapTest

case

Prompt
creation

Human
evaluation

prompt

LLM-based
evaluation

7
Query

LLM

Fig. 1: Process flow.



Fig. 2: Experimental setup.

4 Experiment

4.1 Testbed

To prevent all sorts of interference, our OTA experiments were conducted in-
side a custom-made Faraday cage. The UE and the USRP were connected to
the laptop using a USB connection. We used a USIM programming tool named
PySim [27] to program the USIM for our network. The setup included the fol-
lowing components and configurations:

– Core network: Open5GS
– RAN: srsRAN
– Band: 3
– SDR: USRP B210 with GPS-disciplined oscillator
– LLMs: GPT-4o, GPT-4.1, DeepSeek, TelecomGPT
– UEs: Honor X9a, Huawei P40, Oppo Reno8Z, Realme 8, OnePlus Nord 2
– Other software: Wireshark, PySim, our developed Python script
– Testbed infrastructure: Lenovo ThinkPad E15, 38GB RAM and Intel

Core i7-1255U processor, running Ubuntu 22.04

4.2 Test Case Generation and Execution

In prior 5G security studies, fewer than one hundred test cases were typically
used [7,17]. As our objective is to evaluate LLM responses and automation po-
tential, we use a larger and more diverse dataset, including some repetitions,
since LLMs are probabilistic and may vary across contexts and time. We gen-
erated 300 test cases by varying UL/DL message combinations, DL parameters,
and security headers. Half were protocol-compliant, following 5G specifications
for message order, parameter values, and security headers, while the other half
were deliberately deviant, intentionally violating specifications (e.g., incorrect



sequences, unexpected parameters, or modified security headers) to analyze UE
behavior under anomalous conditions.

The test cases were executed in our testbed using five different UEs to in-
troduce variation, ensuring results are not device-specific and better reflect real-
world scenarios. As shown in Figure 2, the USRP antenna and UE are placed
inside a Faraday cage, with the remaining equipment outside. During OTA at-
tachment (triggered via USB airplane-mode toggling), the crafted DL NAS mes-
sage is transmitted. The UE either responds with a follow-up UL message or
remains silent. All communication is captured using Wireshark, and the process
is repeated for each test case.

4.3 Prompt Engineering

To ensure consistent and clear evaluations, we applied chain-of-thought (CoT)
reasoning, encouraging the LLM to articulate its reasoning before reaching a
conclusion. CoT prompting enables the model to decompose its reasoning steps
and align its assessment with the target test without requiring additional exam-
ples [6]. Prior work demonstrates that CoT improves reasoning performance in
zero-shot settings [22].

Our prompt was designed to mitigate common sources of misinterpretation.
For instance, several scenarios involved protocol-deviant DL messages sent by
the AMF. To prevent confusion, we explicitly state that the AMF is controlled
for testing purposes and that the LLM should evaluate only the UE’s actions.
We also addressed the tendency to flag pre-authenticated plain-text NAS mes-
sages as violations by clarifying that encryption begins only after completion of
the AKA procedure. Combining CoT reasoning with targeted contextual fram-
ing ensured alignment with the intended UE security perspective. This design
reduces architectural bias and maintains generality across test cases. Figure 7 in
the Appendix provides an example prompt.

4.4 LLM Prompting

The generated PCAP and test case files were processed by a Python program to
create prompts, which were then used to query the LLMs. API-based access en-
ables configuration of parameters such as token limit, temperature, and model
name, all of which can influence responses. For example, in OpenAI models,
the temperature controls output randomness: lower values produce more deter-
ministic responses, while higher values increase creativity. Since security testing
requires determinism, we set the temperature to 0.00. To assess its impact, we
also conducted a separate evaluation using three different temperature values.
A token limit of 5000 was used for OpenAI models. Although DeepSeek sup-
ports API access, the DeepSeek-Reasoning model does not allow modification of
the temperature parameter and operates at its default value of 1.0. GUI-based
services typically do not provide such configuration options and only require
the prompt. At the time of writing, TelecomGPT’s API was unavailable, so we
queried it via the GUI.
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Fig. 3: Performance comparison for 300
test cases. Green shows the percentage
of correct answers, while red represents
the percentage of incorrect answers.

Table 3: Ground truth comparison
(300 test cases).

Correct answer Incorrect answer

TP TN FP FN

Ground truth 296 4 0 0

GPT-4o 184 2 2 112
GPT-4.1 265 2 2 31
DeepSeek 189 2 2 107
TelecomGPT 263 2 2 33

5 Quantitative Results

This section presents the quantitative results. Because LLMs may produce an-
swers that sound plausible but are incorrect or inconsistent, automatic evaluation
alone may not capture their true quality. Therefore, two human experts reviewed
and categorized the LLM responses using the metrics in Section 3.6.

5.1 Correctness

Figure 3 presents the expert-reviewed evaluation results. Since two evaluators as-
sessed the LLM responses, we estimated each model’s accuracy by averaging the
counts that the two evaluators assigned to the correct and incorrect categories.
For each category, we computed the mean number of assessments assigned by
both evaluators across all test cases. Because this method does not allow direct
one-to-one comparison per test case, we additionally report inter-rater reliability
(IRR) in Section 5.7. The evaluation of GPT-4o, GPT-4.1, DeepSeek, and Tele-
comGPT shows notable performance differences. GPT-4.1 achieved the highest
accuracy at 89%, followed closely by TelecomGPT at 88.33%. DeepSeek obtained
63.67% correct responses, while GPT-4o performed lowest with 62%. These find-
ings highlight substantial variability across LLMs in complex, domain-specific
security evaluations.

5.2 Comparison With Ground Truth

The framework in [20] provides a rule-based tool for evaluating test cases, which
we used as the ground truth in our study. According to the results from that
tool, out of the 300 test cases, 296 included instances of secure UE behavior
while the remaining 4 contained insecure actions taken by the UE. To assess
the performance of different models, we adopt the following definitions: a true
positive (TP) occurs when secure behavior is correctly detected as secure; a true
negative (TN) when insecure behavior is correctly detected as insecure; a false
positive (FP) when insecure behavior is incorrectly detected as secure; and a
false negative (FN) when secure behavior is incorrectly detected as insecure.
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Table 3 presents a comparison with the ground truth, i.e., the non-LLM-based
evaluation, and the first trial of the LLM-based evaluation (both trials yielded
very similar results; see Section 5.3). The number of TP varies across the models,
while all models detected two out of the four TN. Further details regarding these
behaviors are discussed in Section 6.

5.3 Consistency

LLMs operate probabilistically and may produce different answers to the same
prompt across runs. To assess consistency, we repeated answer generation and
evaluation for all LLMs a second time. Figure 4 reports mean accuracy over
two trials: GPT-4.1 (88.50%), TelecomGPT (87.66%), DeepSeek (64.84%), and
GPT-4o (61.84%). The orange bars show the actual accuracy range between the
two trials. DeepSeek exhibited the greatest inconsistency (approximately 4%
difference between trials), whereas the other models were relatively stable, with
differences of about 1%.

5.4 Performance by Protocol Compliance

Figure 5 compares LLM accuracy on 150 protocol-compliant and 150 protocol-
deviant test cases. The results show that all LLMs perform slightly better on
protocol-deviant cases, with accuracy rates 2% to 6% higher than on compliant
cases. Accordingly, the proportion of incorrect answers is lower for protocol-
deviant tests. This difference may stem from the nature of deviant cases, which
often involve incomplete 5G-AKA procedures with protected messages (or vice
versa), unknown or plain security headers, or out-of-sequence NAS messages.
Such security violations and non-standard situations are more explicit, making
them easier for LLMs to detect and generally leading to better performance than
in protocol-compliant scenarios.

5.5 Impact of Temperature

The temperature parameter, typically ranging from 0 to 1, controls the random-
ness of generated responses. Lower values yield more deterministic outputs, while



higher values produce more diverse and creative answers. Among the evaluated
models, only GPT-4.1 and GPT-4o support temperature adjustment; the other
two currently do not. To assess its impact, we tested three settings (0.00, 0.25,
and 0.50) on the best-performing model, GPT-4.1. The corresponding accuracies
were 88.50%, 87.00%, and 88.33%. These findings show that temperature vari-
ations had only a minor effect, indicating that GPT-4.1 remains stable across
different randomness levels.

5.6 Evaluation Time and Cost

The time required to evaluate a single test case with GPT-4o, GPT-4.1, and
TelecomGPT was approximately 10 seconds, while DeepSeek required around
55 seconds for the same task. Although prior work does not report manual
evaluation time for comparable test cases, such non-trivial analysis is clearly
time-consuming and labor-intensive [28]. The cost of using LLMs for this task
was low. Evaluating 300 test cases with the GPT-4o model cost approximately
$0.60, while the GPT-4.1 model cost about $1.25 and DeepSeek charged roughly
$0.80. To access the GUI-based TelecomGPT, we purchased a ChatGPT plat-
form subscription, which costs $20 per month. Altogether, including all experi-
ments (different trials and temperature-based tests), the total cost was less than
$35.

5.7 Inter-Rater Reliability (IRR)

To assess the reliability and objectivity of the scoring process, we conducted an
IRR analysis. IRR measures the degree of agreement among independent eval-
uators assessing the same data with a consistent method, ensuring that results
are not driven by individual bias. We used Fleiss’ Kappa [13] to evaluate agree-
ment in scoring LLM-generated responses. To compute Fleiss’ Kappa, ratings
were organized into a matrix where each row represents an item (e.g., an LLM
response) and each column a category, with cells indicating how many raters
selected that category. Fleiss’ Kappa (κ) is computed as:

κ =
P̄ − P̄e

1− P̄e
(1)

where P̄ represents the observed agreement and P̄e represents the expected agree-
ment. More details on Fleiss’ Kappa calculation can be found in [13]. A Fleiss’
Kappa value close to 1 indicates strong agreement, while a value near 0 suggests
that agreement is no better than chance3. Since we used two categories ‘Cor-
rect’ and ‘Incorrect’, it was straightforward for the human reviewers to assign
responses to the appropriate class. As a result, we observed perfect agreement
between reviewers, with κ = 1. However, some responses were nearly correct
3 Fleiss’ Kappa evaluation criteria are as follows: < 0: Poor; 0.00−0.2: Slight; 0.21−0.4:

Fair; 0.41− 0.6: Moderate; 0.61− 0.8: Substantial; 0.81− 1.0: Almost Perfect



but contained minor reasoning errors, or correct explanations with incorrect
final verdicts. These were labeled ‘Incorrect’, accounting for about 3% of re-
sponses. Introducing a third category (‘Partially Correct’) reduces the average κ
to approximately 0.94, reflecting occasional disagreement between incorrect and
partially correct classifications.

6 Qualitative Results

In this section, we discuss the quality of the LLMs’ evaluations.

6.1 GPT-4.1

GPT-4.1 demonstrates a strong understanding of 5G NAS security across diverse
tests. It correctly flags sensitive identifiers (TMSI, IMEI, GUTI) as never to be
sent in plain text and interprets UE silence when such identifiers are requested
pre-registration as appropriate protection. It also recognizes that sending SUCI
in plain text is acceptable, as SUCI is cryptographically protected by the home-
network key. In tests using the 5G-EA0 (null) algorithm, GPT-4.1 notes that
lack of encryption may be acceptable in emergency cases or specific policies but
generally raises security concerns. It further suggests that UEs may reject weak
or non-compliant configurations. For 5G-IA0 (null), it correctly highlights the
risk of message tampering when integrity protection is absent.

When the AMF transmitted protected NAS messages before completion of
the AKA procedure, the UE discarded them silently; GPT-4.1 correctly identified
this issue and detected anomalies involving unknown security header types. The
model also performs well in plain message injection tests. It accurately states
that messages such as Identity Request and Authentication Response may
be sent in plain text before security context establishment, but not after AKA
completion or activation of security protection.

In parameter violation tests, GPT-4.1 correctly linked all-zero RAND or
AUTN values to authentication failure. However, it did not flag arbitrary
ABBA values, although the specification defines 0000 as valid. We observed
that some UEs accept any four-digit hexadecimal value. In logic-related
tests, GPT-4.1 correctly identified unexpected behavior when the AMF sent
a Deregistration Accept immediately after registration without a prior
Deregistration Request. It considered this unsafe due to potential DoS or
MITM risks. It also correctly noted that an unexpected GMM Status from the
AMF requires no UE response. Most incorrect assessments occur when the
UE provides no response or sends a Deregistration Request. For example,
if a capability mismatch or unsupported algorithm prevents completion of
the Security Mode Command, the UE may discard the message or deregister.
GPT-4.1 sometimes labels this behavior as insecure, although the insecure
condition originates from the AMF, not the UE.

Overall, GPT-4.1 performs strongly across varied test cases, demonstrating
the ability to detect diverse security issues and correctly interpret 5G NAS pro-
tocol behavior.



6.2 TelecomGPT

TelecomGPT exhibits a behavioral pattern similar to that of GPT-4.1. As illus-
trated in Figure 3, its answering accuracy is nearly the same as that of GPT-
4.1. However, we observed a few notable differences. On several occasions, Tele-
comGPT incorrectly reported that SUCI should not be sent in plain text, which
is not accurate given that SUCI is inherently protected by the home network key.
In some instances of Security Mode Reject (Unspecified), TelecomGPT ex-
pressed dissatisfaction with the rejection reason being marked as unspecified,
arguing that the UE should ideally provide a more specific reason to facilitate
troubleshooting and ensure secure communication. Similar to GPT-4.1, Tele-
comGPT also incorrectly assessed scenarios where the UE provided no response
and was subsequently deregistered.

6.3 GPT-4o

GPT-4o consistently flags the risk of sending identifiers (TMSI, IMEI, GUTI) in
plain text and treats UE non-disclosure before registration as correct. However, it
repeatedly misjudges SUCI, often claiming it should not be sent in response to a
plain-text Identity Request, although SUCI is protected and safe to transmit.
GPT-4o also warns against null integrity or ciphering algorithms and correctly
marks it secure when UEs reject a Security Mode Command proposing them.
Yet, when UEs silently discard such commands, GPT-4o labels the lack of re-
sponse as insecure.

It frequently misclassifies plain-text reject messages, stating that accepting
messages like Authentication Reject, Service Reject, or Registration
Reject before 5G-AKA violates the protocol, though the specification allows
this. In contrast, it correctly explains post-AKA cases, such as Deregistration
Accept after a protected Deregistration Request and Configuration
Update Complete after a protected Configuration Update Command.

Performance in security header mismatch tests is mixed. When the AMF sent
messages with an unknown header and the UE did not respond, GPT-4o often
gave incorrect explanations, attributing it to UE inability. However, it sometimes
correctly identified issues with protected messages using a plain header. For
parameter and logical tests, performance was moderate, and it occasionally failed
to identify the root cause. Overall, GPT-4o shows a moderate understanding of
the evaluated issues.

6.4 DeepSeek

DeepSeek showed slightly better performance than GPT-4o, as shown in Fig-
ure 4. For example, it correctly assessed the tests related to identity disclosure,
explaining that identities other than SUCI cannot be provided before AKA,
and that SUCI can be given even in plain text. It also demonstrated better
assessment of parameter violation tests, correctly identifying that invalid pa-
rameters such as RAND and AUTN result in authentication failure. However, in



Table 4: Evaluation summary across different LLMs.
GPT-4o GPT-4.1 DeepSeek TelecomGPT

Illicit identity disclosure test
Null security algorithm test
Security header mismatch test
Plain message injection test
Protected message injection test
Rejection message test
Parameter violation test
Miscellaneous logical test
Evaluations: Correct Correct with few exceptions Correct and incorrect

some protocol-compliant tests, such as when the UE sends a Deregistration
Accept after receiving a Deregistration Request from the AMF, DeepSeek
incorrectly assessed the situation. In other cases, DeepSeek’s analysis was nearly
the same as GPT-4o.

6.5 Summary and LLM-detected vulnerabilities

Table 4 shows the evaluation summary across all LLMs for each test group. GPT-
4.1 demonstrated the best performance in evaluating tests across all groups, while
TelecomGPT performed nearly as well, with a few exceptions. In contrast, GPT-
4o and DeepSeek often provided a mix of both correct and incorrect evaluations.

All LLMs successfully detected two vulnerabilities / insecure behaviors,
or true negative tests. In the first test, after the Security Mode Complete, a
subsequent Security Mode Command with null ciphering was sent, which the
UE accepted. Acceptance of null ciphering compromises secure communication.
In another test, following security context activation, the UE accepted a plain
Identity Request and provided the SUCI, which also constitutes a deviation
from the specification. Two false positive cases were observed in which no LLM
flagged the vulnerabilities / insecure behavior. These occurred after security con-
text activation, when the UE processed a plain text Authentication Request.
The Authentication Request was rejected because the ngKSI already in
use. However, the UE should not have processed the request at all. This may
be because, since the authentication was rejected, the LLMs considered this
correct UE behavior. The correct behavior would be to discard the plain text
message after security activation.

7 Discussion

7.1 Lessons Learned and Challenges

To clearly explain the problem, prompts must be highly detailed and address
multiple security aspects. LLMs interpret events in the order presented; there-



fore, maintaining chronology is important. Terms such as null, unknown, unspec-
ified, and plain are highly sensitive in security contexts, and LLMs react strongly
to them. They often flag plain-text NAS messages as problematic, despite their
necessity during initial registration. From a security perspective, the UE may
intentionally refrain from responding, yet such silence is frequently interpreted
as failure. Prompts must thus provide explicit instructions to handle these cases.

LLMs face challenges with complex, domain-specific tasks such as interpret-
ing 3GPP standards. Training data may not reflect evolving or interdependent
specifications, creating gaps in jargon and coverage [5]. Even large context win-
dows struggle with thousands of pages of dense text, leading to incomplete or
misprioritized reasoning [12]. Their probabilistic nature can produce confident
but incorrect outputs, while 3GPP documents themselves may contain ambigu-
ities. LLMs also lack structured reasoning, limiting accurate cross-referencing of
clauses, tables, and figures. When arguments span multiple sections, they strug-
gle to reconstruct the full logical chain [25]. For instance, the term Registration
appears thousands of times in the 900+ page NAS specification [1], complicating
coherent reasoning. Finally, retrieval limitations restrict direct access to external
sources, making outputs dependent on memorized patterns rather than verifiable
data [15].

7.2 Possible Mitigation Strategies

To address these challenges, several strategies are being explored. Hybrid LLM
architectures with updatable knowledge bases, such as retrieval-augmented
generation (RAG), can integrate evolving 3GPP specifications [8]. Multi-stage
pipelines can extract key clauses with domain-tuned embeddings [32] and
provide condensed context to LLMs. Longformer-style models [4] can prioritize
security-relevant sections in lengthy 3GPP texts. To mitigate cross-reference
complexity, graph neural networks (GNNs) can model relationships among
clauses, tables, and protocols [23]. Combined with human-in-the-loop valida-
tion, these approaches could improve reliability in 5G standardization tasks,
though integration complexity, computational overhead, and standardized
evaluation metrics remain open challenges.

7.3 Reported Issues

During our experiment, we noticed some implementation-related flaws, detected
by the LLMs and through manual analysis, which we reported to the relevant
UE manufacturers listed in Section 4.1. The issues are as follows:
– A UE accepted both security-protected and plain text NAS messages after

registration was complete. According to the specification ([1] Section 4.4.4.2),
it should not accept plain text NAS messages after registration. All tested
LLMs detected this concern.

– We repeated the security mode command after receiving the first security
mode complete message. This security mode command contained instruc-
tions to accept a null cipher algorithm. We observed that a UE accepted



the security mode command, which compromises security. All tested LLMs
detected this concern.

– During the test, all UEs accepted arbitrary ABBA values. According to
the specification ([2] Section A.7.1), only four hexadecimal values (0000)
are defined as valid. Therefore, it is unclear what security measures are
associated with these arbitrary ABBA values that the UEs are accepting.
None of the LLMs detected this incident.

– According to the specification ([1] Section 9.11.3.3), seven types of 5G iden-
tifiers are represented by 3 bits, while the remaining value is unused and
should be considered as SUCI. We found that only one UE implemented this
feature, whereas the rest did not. The LLM outputs contained the use of
SUCI but did not pinpoint the issue.

We received a response from Honor regarding our report. They acknowledged
that their UEs accept any ABBA value, arguing that the specification does not
mention ignoring specific ABBA values. Regarding the unused identifier value,
they stated that they are 3GPP compliant. We believe their implementation is
largely 3GPP compliant but still misses certain corner cases.

7.4 Limitations

This work focuses on NAS-level security analysis; we do not evaluate RRC-level
security (e.g., secure handover, RRC re-establishment), which we plan to scruti-
nize and automate in future work. Our judgments and labels rely on the 3GPP
specifications as written; any ambiguities or errors in those documents could
propagate to LLM-based assessments, and resolving or proposing errata is be-
yond the scope of this paper. LLMs are rapidly evolving; while we evaluate only
a handful of models, our pipeline can substitute models with minimal engineer-
ing, typically by changing the model identifier in the API, thereby enabling use
of updated models.

8 Conclusion

In this study, we evaluated four LLMs on 300 test cases for 5G UE security.
After OTA tests on five UEs, results were analyzed by LLMs and reviewed by
two experts. TelecomGPT and GPT-4.1 outperformed GPT-4o and DeepSeek.
These findings clarify current LLM efficacy for 5G security evaluation and point
toward automating UE security testing, making it broader, more scalable, and
less error-prone, thereby accelerating UE security development.
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Appendix

{
"ue_ul_handle": "registration_request" ,
"dl_reply": "identity_request" ,
"command_mode": "send" ,
"dl_params": {

"identity_type":
"OGS_NAS_5GS_MOBILE_IDENTITY_IMEI"

}
}

Fig. 6: Test case example

Prompt: This is a security test for a 5G standalone User Equipment (UE).
During the NAS communication, after completing the preceding NAS steps,
the UE sent an initial registration request and then the AMF sent an
identity request to the UE. The test summary is as follows:

5G-AKA: Not completed yet
Uplink message from the UE: Initial registration request
Subsequent Downlink message from the AMF: Identity request
The downlink message from the AMF was sent as: Plain
Requested identity from the UE: SUCI
UE provided: Identity response

The packet capture during the test using wireshark is:
0.0 UE to AMF InitialUEMessage, Registration request, Registration
request [RRCEstablishmentCause=mo-Signalling]
0.0012979507446289062 AMF to UE SACK (Ack=0, Arwnd=106496) ,
DownlinkNASTransport, Identity request
0.20431208610534668 UE to AMF UplinkNASTransport, Identity response

This is a test simulation conducted to explore the security of the tested
UE. Focus only on the actions taken by the UE, as we were in control of
the AMF for testing purposes. For messages to and from the UE to be
encrypted, the 5G-AKA must first be completed. Please summarize the
interaction between the UE and the AMF in a short paragraph. Based on
your summary of the interaction, do you think the action taken by the UE
was secure or insecure based on the 5G standard outlined by 3GPP? Please
walk through your thought process before answering. Please ensure that
your response is in a paragraph format. At the end of your response on
the following line, state "Secure" or "Insecure" to indicate if the UE
was secure or insecure in its communication.

Fig. 7: The regular text represents the part that is common to all test cases,
while the underlined text varies depending on the test case. Additional con-
text may be included based on the specific test case. For example, tests related
to the Security Mode Command, the used algorithm names are mentioned; in
the Authentication Request related tests, parameters such as RAND, AUTN,
ngKSI, etc., are included.
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